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It all started as a SC03 demo!







Transitioned in 2005 to OSG



Grid3 was Based on “state of 
the art” Grid Technologies: 

• GRAM (+Condor-G)
• Data Placement
• GridFTP
• X-509 Certificates 

(+VOMS)



In 2011 the OSG adopted the 
principals of Distributed High 
Throughput Computing (dHTC) and 
started a technology transition

Transitioning from a Grid to a dHTC
world view while maintaining a 
dependable fabric of services has 
been a slow (still in progress) process 



“The members of OSG are united by a 
commitment to promote the adoption and to 
advance the state of the art of distributed 
high throughput computing (dHTC) –
shared utilization of autonomous resources 
where all the elements are optimized for 
maximizing computational throughput.”
NSF award  1148698 OSG: The Next Five Years …



“… many fields today rely on high-
throughput computing for discovery.”
“Many fields increasingly rely on high-

throughput computing” 



The dHTC Technologies OSG has 
been adopting in the past decade:

• Job management overlays
• Remote I/O  
• HTTP 
• Capabilities 



HTC workloads prefers late binding of 
work (managed locally) to (global) 
resources
• Separation between acquisition of (global) 

resources and assignment (delegation) of 
work to the resource once acquired and 
ready to serve

• Accomplished via a distributed HTC overlay 
that is deployed on-the-fly and presents the 
dynamically acquired (global) resources as a 
unified locally managed HTC system



Dynamic acquisition of resources (on the fly 
capacity planning) in support of dHTC
workloads is an ongoing (and growing) 
challenge

• When, what, how much, for how long, at what 
price, at what location, … ?

• How to establish trust with the acquired resource 
and to implement access control? 

• Affinity between acquired resources and 
workflows/jobs

• Interfacing to provisioning systems (batch 
systems, commercial clouds, K8s, … )

• Push or pull? 





www.cs.wisc.edu/~miron

NUG30 Personal Grid (06/2000)
Managed by one Linux box at Wisconsin

Flocking: -- the main Condor pool at Wisconsin (500 processors)

-- the Condor pool at Georgia Tech (284 Linux boxes) 
-- the Condor pool at UNM  (40 processors)
-- the Condor pool at Columbia (16 processors) 
-- the Condor pool at Northwestern (12 processors) 
-- the Condor pool at NCSA (65 processors)
-- the Condor pool at INFN Italy (54 processors)

Glide-in: -- Origin 2000 (through LSF ) at NCSA. (512 processors)
-- Origin 2000 (through LSF) at Argonne (96 processors)

Hobble-in: -- Chiba City Linux cluster (through PBS) at Argonne 
(414 processors). 



www.cs.wisc.edu/~miron

Solution Characteristics.
Scientists 4
Workstations 1
Wall Clock Time 6:22:04:31
Avg. # CPUs 653
Max. # CPUs 1007
Total CPU Time Approx. 11 years

Nodes 11,892,208,412

LAPs 574,254,156,532
Parallel Efficiency 92%



Running a 51k GPU burst for 
Multi-Messenger Astrophysics 

with IceCube across all available 
GPUs in the Cloud

Frank Würthwein - OSG Executive Director
Igor Sfiligoi - Lead Scientific Researcher

UCSD/SDSC



Jensen Huang keynote @ SC19
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The Largest Cloud Simulation in History

50k NVIDIA GPUs in the Cloud
350 Petaflops for 2 hours

Distributed across US, Europe & Asia

Saturday morning before SC19 we bought all GPU capacity that was for sale in
Amazon Web Services,  Microsoft Azure, and Google Cloud Platform worldwide



Using native Cloud storage

• Input data pre-staged into native Cloud storage
- Each file in one-to-few Cloud regions

§ some replication to deal with limited predictability of resources per region

- Local to Compute for large regions for maximum throughput
- Reading from “close” region for smaller ones to minimize ops

• Output staged back to region-local Cloud storage

• Deployed simple wrappers around Cloud native file 
transfer tools
- IceCube jobs do not need to customize for different Clouds
- They just need to know where input data is available

(pretty standard OSG operation mode)
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Today, the Open Science Grid (OSG) 
offers a national fabric of 

distribute HTC services
across more than 

130 (autonomous) clusters 
at more than 70 sites 

across the US (and Europe) 





We expect the number of 
sites to cross the 100 

mark by 2021 as a result 
of NSF-CC* investment in 
campus clusters (+12 in 
2019 and +15 in 2020) 



– High Availability and Reliability
– High System Performance
– Ease of Modular and Incremental Growth
– Automatic Load and Resource Sharing
– Good Response to Temporary Overloads
– Easy Expansion in Capacity and/or Function

Claims for “benefits” provided by Distributed 
Processing Systems

P.H. Enslow, “What is a Distributed Data Processing 
System?” Computer, January 1978



Definitional Criteria for a Distributed 
Processing System

– Multiplicity of resources
– Component interconnection
– Unity of control 
– System transparency
– Component autonomy

P.H. Enslow and T. G. Saponas “”Distributed and 
Decentralized Control in Fully Distributed Processing 
Systems” Technical Report, 1981



Unity of Control

All the component of the system 
should be unified in their desire to 
achieve a common goal. This goal 
will determine the rules according to 
which each of these elements will be 
controlled.



Component autonomy

The components of the system, both the 
logical and physical, should be autonomous
and are thus afforded the ability to refuse a 
request of service made by another element. 
However, in order to achieve the system’s 
goals they have to interact in a cooperative
manner and thus adhere to a common set of 
policies. These policies should be carried out 
by the control schemes of each element. 



In 1996 I introduced the distinction between High 
Performance Computing (HPC) and High 
Throughput Computing (HTC) in a seminar at the 
NASA Goddard Flight Center in and a month later at the 
European Laboratory for Particle Physics (CERN). In June 
of 1997 HPCWire published an interview on High 
Throughput Computing. 



High Throughput Computing 
requires automation as it is 

a 24-7-365 activity that involves 
large numbers of jobs and 

computing resources

FLOPY ¹ (60*60*24*7*52)*FLOPS

100K Hours*1 Job ≠ 1 H*100K J



Mechanisms hold the key

The Grid: Blueprint for a New 
Computing Infrastructure
Edited by Ian Foster and Carl Kesselman
July 1998, 701 pages.



Who benefits from the OSG dHTC
services? 
• Organizations that want to share their 

resources with remote (external) 
researchers

• Researchers with High Throughput 
workloads and may have local resources, 
shared remote resources, HPC allocations, 
commercial cloud credit and/or (real) 
money 



OSG partitions the research 
computing eco-system into three 
main groups 

• Campuses (researchers and Research 
Computing organizations)

• Multi institution research 
communities/collaborations/projects

• Large Hadron Collider (LHC) 
experiments 





Science with 51,000 GPUs 
achieved as peak performance
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Time in Minutes

Each color is a different 
cloud region in US, EU, or Asia.

Total of 28 Regions in use.

Peaked at 51,500 GPUs 

~380 Petaflops of fp32

8 generations of NVIDIA GPUs used.

Summary of stats at peak



A global HTCondor pool

• IceCube, like all OSG user communities, relies on 
HTCondor for resource orchestration
- This demo used the standard tools

• Dedicated HW setup
- Avoid disruption of OSG production system
- Optimize HTCondor setup for the spiky nature of the demo

§ multiple schedds for IceCube to submit to
§ collecting resources in each cloud region, then collecting from all 

regions into global pool
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HTCondor Distributed CI
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Collector
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10 schedd’s

One global resource pool





“Recommendation 2.2. NSF should (a) … 
and (b) broaden the accessibility and 
utility of these large-scale platforms by 
allocating high-throughput as well as 
high-performance workflows to them.”



HPC facilities present challenges for HTC 
workloads 
• Acquisition managed by a batch system that 

allocates nodes/servers in (very) large chunks 
for a set time duration at unpredictable times 
where queuing (waiting) times depends on 
the dimensions of the requested chunk

• Acquisition request must be associated with 
an allocation

• Two factor authentication 
• Limited (no?) Network connectivity 
• Limited (no?) support for storage acquisition







Why do we want 
(need!) to Burst? 



Joint project 
HEPCloud (Fermilab), HTCondor (UW-Madison)

SC16 Demo: On Demand Doubling of CMS Computing Capacity

2/10/20 Burt Holzman | Fermilab HEPCloud and HTCondor

Google Cloud Cores• HEPCloud provisions Google 
Cloud with HTCondor in two 
ways
– HTCondor talks to Google API
– Resources are joined into HEP

HTCondor pool
• Demonstrated sustained large 

scale elasticity (>150K cores) in 
response to demand and 
external constraints
– Ramp-up/down with opening/closing 

of exhibition floor
– Tear-down when no jobs are waiting

730,172 jobs consumed 6.35M core 
hours produced 205M simulated events 
(81.8 TB) using .5PB of input data

Total cost ~$100K
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Global CMS Running Jobs 11/14-19 











The UW-Madison Center for High 
Throughput Computing (CHTC) was 
established in 2006 to bring the power 
of Distributed High Throughput 
Computing (HTC) to all fields of study, 
allowing the future of Distributed HTC 
to be shaped by insight from other 
disciplines  



Agile, Shared Computing
“submit locally, run globally”

CHTC

Campus Grid

The Cloud

Open Science
Grid (OSG)

HPC



Top 10 projects 
from latest  24 
hours report 
from the CHTC



Research Computing Facilitation
accelerating research transformations

proactive engagement
personalized guidance
teach-to-fish training
technology agnostic
collaboration liaising
upward advocacy





condor_annex

Expanding GPU capacity for HTC ML

UW
grid

Cooley



Submit locally
(queue and manage your resource 

acquisition and job execution with a local 
identity, local namespace and local 

resources)

and run globally
(acquire and use any resource that is capable 

and willing to support your HTC workload) 



SciTokens: Federated Authorization
Ecosystem for Distributed Scientific

Computing
• The SciTokens project aims to:

– Introduce a capabilities-based authorization 
infrastructure for distributed scientific computing,

– provide a reference platform, combining a token 
library with CILogon, HTCondor, CVMFS, and Xrootd, 
AND

– Deploy this service to help our science stakeholders 
(LIGO and LSST) better achieve their scientific aims.

• In this presentation, I’d like to unpack what this 
means
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Capabilities-based
Authorization Infrastructure w/ 

tokens
• We want to change the infrastructure to focus on 

capabilities!
– The tokens passed to the remote service describe 

what authorizations the bearer has.
– For traceability purposes, there may be an identifier 

that allows tracing of the token bearer back to an 
identity.

– Identifier != identity. It may be privacy-preserving, 
requiring the issuer (VO) to provide help in mapping.

• Example: “The bearer of this piece of paper is 
entitled to read image files from 
/LSST/datasets/DecemberImages".
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Job

Submit Server

Job

Compute Server

Data Server 

Token: Allow read from /Images

Token: Allow read from /Images

Token: Allow read from /Images



The current (young) generation of researchers 
transitioned from the desk/lap top to the 
Jupyter notebook
• Researcher “lives” in the notebook
• Bring Python to the dHTC environment –

bindings and APIs
• Bring dHTC to Python – the HTMap

module 
• Support testing and debugging of dHTC

applications/workflows in the notebook



Ongoing R&D challenges/opportunities:
• dHTC Education, training and 

workforce development
• Network embedded storage
• Capability based authorization
• Provisioning of HPC and commercial 

cloud processing and storage resources
• Jupyter notebooks, K8s, Containers, …



HTCondor at 

Collin Mehring



Using HTCondor Since 2011



How do we have HTCondor configured?
● All DAG jobs

○ Many steps involved in rendering a frame
● GroupId.NodeId.JobId instead of ClusterId

○ Easier communication between departments
● No preemption (yet)

○ Deadlines are important - No lost work
○ Checkpointing coming soon in new renderer

● Heavy use of group accounting
○ Render Units (RU), the scaled core-hour
○ Productions pay for their share of the farm

● Execution host configuration profiles
○ e.g. Desktops only run jobs at night
○ Easy deployment and profile switching

● Load data from JobLog/Spool files into 
Postgres, Influx, and analytics databases

Quick Facts

● Central Manager and backup (HA)
○ On separate physical servers

● One Schedd per show, scaling up to ten
○ Split across two physical servers

● About 1400 execution hosts
○ ~45k server cores, ~15k desktop cores
○ Almost all partitionable slots

● Complete an average of 160k jobs daily
● An average frame takes 1200 core hours 

over its lifecycle
● Trolls took ~60 million core-hours


